Easy VPN: Secure Remote Access using SSH
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Summary

This note is based on the recommendations I made to a small company to solve their remote access needs.  Since the remote access requirements and network infrastructure at this company are similar to that at many other small companies, this design can be easily reused or adapted.  The main attractions of this approach are that it has very low administrative burdens and zero software costs.  However, a prerequisite is that the company uses a Linux based firewall.

The VPN solution described here provides users with remote access to their desktops in the main office, and access to file and print services on a Windows file server.  Both functionalities are secured by creating a SSH tunnel between the remote client and the Linux firewall protecting the Home Office.  The remote client is assumed to be a PC that is connecting across the public Internet.  SSH provides user authentication, data encryption, end-to-end integrity protection and data compression.  

Remote Access Requirements

The functional requirements for this remote access solution are that users be allowed to:

· access their email and Instant Messaging services,

· access authorized files on the company file server

· and access other applications on their desktop PC.

· Also, administrators should have remote access to various servers.
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Remote Access originates from users’ Home Offices, the company’s Remote Office sites, user owned mobile laptops from hotel rooms and Internet cafes, and occasionally, from browsers on computers that do not belong to the user, for example, from a public library.

The security requirements are that all data should be encrypted over public links and all users should be strongly authenticated.

Background

There are several approaches to implementing a low cost VPN.  Choices include Microsoft VPN using IIS, OpenVPN, Free/SWAN, and various managed services.

A much simpler approach is used here.  The following diagram shows the major components of the design.  A remote computer and a remote office connect to the home office over the Internet.  The thick orange lines leading to the Internet cloud indicate paths where the data is encrypted.  Thin blue lines show unencrypted data connections between processes.
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SSH

Like a Swiss Army knife, SSH has many functionalities.  It is used here for its “Port Forwarding” capabilities.  SSH consists of a client and an associated server.  The client is installed on the remote access client PC and the server is installed on the Linux firewall.

A Linux host typically has SSH server (referred to as SSHd) already installed on it.  The latest version and documentation can be downloaded from http://www.openssh.com.

It is a bit more difficult to find a SSH client that runs on PCs.  The software that is recommended is “plink.exe”.  It is part of the “PuTTY” package that can be downloaded from http://www.chiark.greenend.org.uk/~sgtatham/putty/download.html.  TeraTerm is a good alternative to this package.

The SSH client and server connect over TCP port 22.  This port should be opened on the Linux firewall.  The client authenticates to the server using passwords.  Each user should be assigned a unique userID and password on the Linux host.  

SSH also supports public key based authentication.  However, because of the additional administrative effort required, this feature is not recommended to start with.  It can be implemented later.

With Port Forwarding, SSH creates a local port on the user’s remote access client PC.  A secure tunnel is created across the Internet between this port and the Linux server.  As required, SSH will complete the connection between the Linux server and the final end point.  Depending on the objective, the final end point can be one of several target desktops or the File server host.  In the diagram above, VNC Viewer/client is shown connecting to “plink”.  SSHd ten establishes a connection to the VNC server on the target desktop.

The program “plink.exe” is the command line equivalent of PuTTY.  It is used here to establish the initial connection and to set up all the local ports that are to be forwarded.  It connects to SSHd on the Linux server and authenticates the user.  It then waits for inbound connections on all the local ports.  A “shell” connection is also created.  This shell is not useful for most users, but can be used for debugging if something does not work as expected.

A script should be created to start “plink” with all the required parameters.   The user should run this script first before trying to access desktops or shared files.

If there is Remote Office situation, where several collocated users in a remote location wish to access the target desktops and shared files, then one instance of “plink” can be used to tunnel all traffic through the Internet.  The benefit will be that each remote user will not need a Linux userID and will not have to run a script to set up a SSH tunnel.  Instead, one long lasting tunnel can be established and kept open.  All users can connect to this instance of “plink”.  Some Home Offices, where a user has multiple computers on a home LAN, may also use this configuration.

VNC

Remote access to the target desktop is provided by VNC.  VNC is an application and can be downloaded from http://www.realvnc.com/download.html.  It allows the remote user to view the screen on the target desktop.  It also allows the user to control the desktop’s keyboard and mouse.

VNC consists of a client and a server component.  The server should be installed on the target desktop.  The client is installed on the remote access client PC.  The client portion is very small and can fit on a floppy.  The VNC server should be configured to run at all times on the target desktop.

The VNC server on the target desktop typically listens on TCP port 5900 for inbound connections.  Password authentication is necessary before the remote user is allowed to access the desktop.  This password is different from that required for SSH authentication.  It is recommended that each desktop have a unique password.  Note that knowledge of the desktop’s password will allow anyone inside the company to access that desktop.  The VNC password is not related to the screen-lock or screen-saver password.  If a screen-saver is running on the desktop, then the user would have to enter that password to unlock the screen.

The VNC client typically initiates TCP connections on port 5900.  However, for this implementation we choose different ports.  Specifying a target port of 1 at the VNC client will cause a connection to port 5901 on the target desktop, port 2 will cause a connection to 5902, and so on.  This feature is used to allow a user to access multiple target desktops simultaneously.  Of course, the user has to know the password for each target desktop.

Several scripts should be created to start VNC with the correct parameters.  Each script will be used to access a different target desktop.  Hence, there will be a script called  “Alice’s desktop”, another called “Bob’s desktop”, another for “File Server Host”, and so on.

One of the problems with VNC has to do with mapping the target desktop’s screen on to the remote access client’s screen.  The screen area is the Windows setting that looks like 1024 x 768 pixels.  If the client’s screen area is bigger than that of the target desktop, then it is very easy to navigate and work on the target computer.  If the two screens are equal in size, then VNC has a “full screen” mode that is very convenient.  If the client screen is smaller than that of the target desktop, then it can be quite inconvenient to keep scrolling the screen image back and forth.  In this case, it is recommended to use the Display Scaling option to make the target screen smaller.

Another problem with VNC is that it does not support some popup panels.  For the most part, this should not affect normal usage.

Lastly, the screen on the target desktop will wake up and come out of power save mode whenever the desktop is accessed remotely.  The remote user’s actions can be viewed on the local screen.  If privacy is a concern, then the local display should be turned off.

File Sharing

Microsoft has implemented the SMB protocol to support File and Print Sharing between Windows machines.  This protocol runs on port 139.  The protocol is not very secure and does not encrypt data.  It would be very unsafe to allow port 139 traffic to enter the firewall from the Internet.  Instead, this traffic will be tunneled through the established SSH tunnel across the Internet.  SSHd on Linux will forward this traffic to the File server host.  Note that data will not be encrypted between the Linux server and the File server.

As described earlier, “plink” will be used to forward port 139 from the remote access client PC to the File server.  “plink” will listen for connections on port 139.  For this to work correctly, the service “File & Print Sharing for Microsoft Networks” must be uninstalled on the remote access client.  Removing this service causes the PC to not be able to share its files with other hosts.  However, it can continue to access shares on other hosts.  An alternative technique exists, which does not require this uninstallation, but it works only for Windows 2000 and not for Windows XP clients.  Hence, this alternative technique is not recommended.

Note that in a Remote Office situation, where one SSH tunnel is shared by multiple remote access clients, “File & Print Sharing” has to be uninstalled only on the PC that is running “plink”.  The other PCs need not be modified.  In this situation, while mapping the network drive, the name or IP address of the plink host has to be specified.

After the initial SSH connection has been established, shares on the File server can be mapped on to the remote access client.  The user’s Windows File server userID and password will be verified.  

Browsing for shares is not supported.  In order to map a share, the user will have to enter the correct name of the share.  The Windows administrator may restrict access to different shares based on the Windows userID.

Passwords

Note that there are several separate passwords involved: 

· SSH requires a userID and password to be setup on Linux, 

· each target desktop requires a unique password to be setup on its VNC server, 

· each target desktop may have a Windows login or a screen-lock password

· and file sharing requires the Windows userID and password to be set up on the domain.

Initial Installation

Basics

This section shows the basic checklist of steps involved in the deployment.

· Verify SSH is installed on the Linux server.

· Open port 22 on the firewall.

· On the Linux server, create accounts for each user that is expected to use the VPN.

· On the Windows File server: verify that an account exists for each user that is expected to use the VPN.  Also, set up the ACL for each share so that only authorized users can access them.

· Assign a static IP address for each of the target desktops.

· Install VNC server on each target desktop.  Configure the server as follows:

· In the “Select Additional Tasks” panel, select the following two options:

· Register VNC Server as a System Service

· Start the VNC Server System Service

· Finish the installation.  Then start the VNC server and configure it: 

· Start -> Programs -> RealVNC -> Run VNC Server

· Enter a password for that target desktop and click OK

· All other defaults are acceptable.

· Install VNC client on each remote access client PC.

· In the “Select Components” panel, unselect the following:

· VNC Server

· Install “plink.exe” on each remote access client PC.  For convenience, this small executable can be installed into the RealVNC directory.

Scripts

Create the scripts to be used on remote access client PC.  The first script is to establish a secure tunnel.  The second script is to connect to the desired target desktop.

· The following administration strategy is recommended so that scripts can be developed and maintained easily, and also so that users may have multiple VNC sessions open simultaneously.

· Create a table listing each target desktop and its associated IP address.

· Assign a LocalPort for each desktop, starting with 5901.

· The destination port will be 5900 for all entries if the default setting was selected while installing the VNC server.

· The VNC port should be the value of LocalPort minus 5900.

· The idea here is that, for all remote access clients, the user would connect to plink on port 5901 to access “Alice’s desktop”.  They would connect on port 5902 to access “Bob’s desktop”.  The connection would be routed through the tunnel to DestPort at the desired Ipaddress.

· The last entry is for File and Print Sharing.  It lists the IP address of the Windows File Server and has port 139 for Local and Destination ports.

	Hostname
	IPaddress
	LocalPort
	DestPort
	VNCPort

	Alice’s desktop
	192.168.0.229
	5901
	5900
	1

	Bob’s desktop
	192.168.0.222
	5902
	5900
	2

	…
	…
	…
	…
	…

	NT-Server
	192.168.0.188
	5909
	5900
	9

	File Server
	192.168.0.188
	139
	139
	-


· The first script sets up the tunnel and authenticates the user.  A sample script is shown as an example.  It starts the “plink” program and gives it several parameters.  The first parameter is the userID for connecting to the Linux host.  The corresponding password can be specified using the “-pw passwd” option, but this is strongly discouraged on most remote access clients for security reasons.  The –pw option may be used only if the scripts on the remote access client PC are secured properly.  Also, it may be necessary to use this option to start up “plink” automatically on the server in a Remote Office situation.  The port forwarding specifications are created based on the above table.  The syntax for the –L option is LocalPort:IPaddress:DestPort.  Several specifications can be listed on one line.  The last parameter is the DNS name of the firewall host that runs SSHd.  Essentially, “plink” will construct a secure tunnel to this host.  In the example below, do not enter the comments shown in red into your script.  The text in blue should be replaced by values appropriate for your site.  If all the text does not fit on one line, then you may be able to continue the command on to multiple lines by enclosing the command within parenthesis, as shown below.  This technique may depend on the version of Windows that is being used.  The script file may be called “Start VPN” and may be placed on the remote access client PC’s desktop.

( start C:\Program Files\RealVNC\plink



–l username 
login name

-pw passwd
password (only on server)

–C 
turn on compression

-L 5901:192.168.0.229:5900  
port forwarding spec

-L 5902:192.168.0.222:5900 
next spec…

-L 5909:192.168.0.188:5900
VNC for NT server

-L 139:192.168.0.188:139
file and print sharing

COMPANY.COM  )
SSHd host name
· The next sets of scripts are to start the VNC sessions so that the user may access the remote desktops.  For each target desktop, create a script that starts the VNC client and specifies the host name and VNC port.  The name of the script file can be based on what is listed in the Hostname column of the table above.  Use the port number from the VNCport column in the table above.  For most users, “plink” will be running locally.  Hence, the target hostname should be “localhost”.  In the Remote Office situation, the target hostname should be the name or IP address of the host running “plink”.  Note that the file name of the client program (vnc_viewer) may be different depending on the version of RealVNC being used.  For example,

start C:\Program Files\RealVNC\vnc-3.3.7-x86_win32_viewer  localhost:1

Testing and Configuration

Now that an initial cut of the scripts have been created, the next step is to modify them on each remote access client PC to suit the user’s preferences and test them.

· Update the username field in the “Start VPN”  script.

· The connection has to be tested and “plink” has to be initialized on each remote access client.  To do this, run “Start VPN” and set up the connection.  During the first connection, a line similar to the following should be displayed.  This is the hash of the public key on the Linux host.  It should be verified to ensure that the connection is being made to the correct host.  If the hash is correct, then enter “y” to accept it and proceed.  This line will not be displayed on subsequent connections.

ssh-rsa 1024  e3 a4 7a 91 00 61 b1 64 b8 f3 64 9c 3e de 0c 4b
· The next step is to test VNC from each remote client.  Open one of the scripts to start VNC, say “Alice’s desktop”.  A panel should appear requesting the Session Password.  This is the password configured on the VNC server for that target desktop.

· You may need to configure Screen Scaling depending on the screen sizes of the target desktop and of the remote access client.  Modify the script as follows.  Use one of the following parameters to VNC to select “full screen” mode or to scale down the target screen so that it fits into the remote access PC’s screen.  If the 9/10 ratio is not sufficient, then try 4/5 or 7/10.  For example:

start C:\Program Files\RealVNC\vnc_viewer -fullscreen localhost:1

start C:\Program Files\RealVNC\vnc_viewer –scale 9/10 localhost:1


The scaling ratio can also be changed on the VNC client by clicking on the VNC symbol at the top left corner of the window and selecting “Connection Options”.  
File Sharing

This section describes the setup for File and Print sharing.

· Uninstall “File and Print Sharing for Microsoft Networks”.  Note: this step may not be required in the Remote Office situation.  Right click on the “My Networks Places” and select Properties.  Right click on “Local Area Connections” and select Properties.  Select “File and Print Sharing for Microsoft Networks” and click on Uninstall.  Reboot the PC even though it does not ask for it.

· Set up file sharing by mapping the network file shares on each remote access client.  There are many ways of mapping shares.  One way is to right click on the “My Network Places” icon and select “Map Network Drive…”.  A panel titles “Map Network Drive” will appear.  Select an appropriate drive letter (say Z:).  For Folder, enter the hostname localhost and the desired share name.  You can also substitute the address 127.0.0.1 instead of localhost.  Enter the correct share name instead of Documents below.

\\localhost\Documents


Do not check the box “Reconnect at Logon” because that will fail until the SSH tunnel is established.  Typically, it will be necessary to click on “Connect using a Different Name”.  Otherwise, the local Windows will prompt you for a userID and password.

Optionally, create a shortcut for the share on the desktop. 

· For Remote Office situations, file sharing can be established just as above, except that instead of ‘localhost’ use the name or IP address of the host that runs “plink”.  An example is shown below.  In this situation, it may be appropriate to check the box “Reconnect at Logon” because the SSH tunnel should already be established.

\\192.168.2.123\Documents


Finally, using the VPN

This section describes how the VPN is to be used from the remote access client PC.

· Run “Start VPN”.  This is to initialize the SSH tunnel and start “plink”.  A black dialog box will appear asking for the user’s Linux password.  If the connection is successfully established, then this panel will be a shell session to the Linux box.  Most users should minimize this panel and ignore it until they are ready to end their VPN session.  At that point, they should close the box to kill “plink” and close their VPN session.  Do not close this box until you are done with your VPN session.  For the curious, the “who” command will list other users that are currently logged in.  

In the Remote Office situation, the SSH tunnel has to be set up only once from the host that runs “plink”.  It may also be left up permanently.  Hence, the user need not run “Start VPN” from each remote access client PC.

· Run “Alice’s desktop” for VNC connection to Alice’s desktop.  A popup panel should appear asking for the Session Password for the target desktop.  If nothing happens, then it probably means that a VNC server is not running on the target desktop.  Nothing can be done until the VNC server is restarted as follows:

· Start -> Programs -> RealVNC -> Run VNC Server

Note that Screen Scaling can be changed at any time by clicking on the VNC symbol at the top left corner of the window and selecting “Connection Options”.  Then in the dialog box that appears, in the Display section, select the “Scale by” option, as described earlier.
· Open file share by selecting the appropriate drive (Z:) or by opening the desktop icon.
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